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a b s t r a c t
Audio wearable devices, or hearables, are becoming an increasingly popular consumer product. Some of
these hearables contain an in-ear microphone to capture audio signals inside the user’s occluded earcanal. Mainly, the microphone is used to pick up speech in noisy environments, but it can also capture other
signals, such as nonverbal events that could be used to interact with the device or a computer. Teeth or
tongue clicking could be used to interact with a device in a discreet manner, and coughing or throatclearing sounds could be used to monitor the health of a user. In this paper, 10 human produced nonverbal audio events are detected and classified in real-time with a classifier using the Bag-of-Audio-Words
algorithm. To build this algorithm, different clustering and classification methods are compared. MelFrequency Cepstral Coefficient features are used alongside Auditory-inspired Amplitude Modulation features and Per-Channel Energy Normalization features. To combine the different features, concatenation
performance at the input level and at the histogram level is compared. The real-time detector is built
using the detection by classification technique, classifying on a 400 ms window with 75% overlap. The
detector is tested in a controlled noisy environment on 10 subjects. The classifier had a sensitivity of
81.5% while the detector using the same classifier had a sensitivity of 69.9% in a quiet environment.
Ó 2020 Elsevier Ltd. All rights reserved.

1. Introduction
The human body produces numerous audio signals, besides
speech, that could be exploited for human–machine interfacing.
These audio signals could be used to communicate silently with
a device or to have a better understanding of the health and emotional state of a user. A click of the tongue could be used to stop or
resume playback; excessive grinding of the teeth could indicate
that someone is stressed or anxious [1], while swallowing saliva
at a higher rate could indicate a user’s level of emotional arousal
[2]. Likewise, sickness could be detected from excessive coughing
or clearing of the throat.
These nonverbal human-produced audio signals are subtle and,
in some cases, inaudible. An efficient way to capture these signals
is through the use of an occluding intra-aural device, equipped
with an in-ear microphone (IEM). It is important that the intraaural device create an acoustical seal within the user’s earcanal.
The seal ensures that external sounds are attenuated, while simultaneously inducing the occlusion effect, an amplification of low frequency vibrations produced inside the body and propagated
through bone and tissue conduction [3]. These nonverbal signals
are amplified due to the occlusion effect and can be picked up
using an IEM.
⇑ Corresponding author.

In [4], Martin & Voix used an intra-aural device equipped with
an IEM to detect heart beat signals and respiratory rate. Since
heartbeat and breathing rate are well documented periodic signals,
this was achieved using traditional signal processing techniques,
such as envelope detection. However, such techniques are incapable of detecting aperiodic signals that have not been previously
studied such as the clicking or grinding of teeth. Recent advancements in machine learning techniques for non-speech audio event
detection and classification [5–7], now make the detection of such
events possible.
For audio classification tasks, the most widely used machine
learning algorithms are Convolutional Neural Networks (CNN)
[8,5,9], Gaussian mixture models (GMM) [10,11], Support Vector
Machine (SVM) [6] and Hidden Markov Models (HMM) [7]. However, in recent years, the Bag-of-Audio-Words (BoAW) or Bag-ofFeatures technique has been prominent in the audio classification
and detection literature [12–14]. The Bag-of-Word technique,
which inspired BoAW, has been used more for Natural Language
Processing (NLP) tasks, but it has been successfully modified to
work with audio signals for the classification of audio events such
as walking, door closing and typing on a keyboard.
The features most often used for audio event classification are
the Mel Frequency Cepstral Coefficients (MFCC) concatenated with
their delta and acceleration. However, MFCCs are mainly used in
speech applications and might not be the best way to represent
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nonverbal signals. As shown in [15], combining MFCC with other
features, such as the auditory-inspired amplitude modulation features (AAMF) that were originally developed for whispered speech,
increases the sensitivity of the classifier.
A recent technique, Per Channel Energy Normalization (PCEN),
used for keyword spotting applications has proven effective in
environments with a low signal-to-noise ratio (SNR) [16,17]. In
the context of this work, PCEN can be useful for the classification
of nonverbal audio events because of the low SNR of some of the
more subtle events that are being classified such as blinking and
closing the eyes forcefully.
An increasing number of studies in the literature are being
conducted on wearables to try to analyze human produced audio
signals. In [18], a wearer’s voice and biometrics were used to
authenticate the identity of the user. In [19], a wearable that
detects and classifies human-made social-audio signals such as
speech was presented. Others have worked on the detection of
eating habits using audio events recorded by the microphone of
a smartwatch [20]. Without necessarily using audio signals,
intra-aural wearables are also being explored, such as a wearable
that can detect eating activities using infrared proximity detectors inside the ear [21] and one detecting tongue movement
using an in-ear sensor [22]. Algorithms that can classify the emotional state of a subject using heart rate and galvanic skin
response already exist [23], however, their performance could
be enhanced by adding nonverbal indicators of emotional states
such as the unconscious or involuntary grinding of teeth or excessive salivating.
The classification and detection of human-produced nonverbal
audio events could have many real-world uses. A user could wear
an earpiece containing an IEM that is connected to a device that
processes the audio signals. For example, by detecting and classifying non-voluntary events such as coughing, clearing of the throat
or saliva noises, the health of the wearer could be monitored and
by detecting voluntary events such as teeth-clicking, tongueclicking or forceful blinking, users could interface with a computer
relatively silently and without using their hands. Another application is to improve in-ear noise dosimetry. In a noisy workplace
environment, where a worker’s noise dose is monitored, the noise
exposure is assessed through in-ear dosimetry [24]. However,
wearer-induced disturbances (WID) such as human produced
audio events could affect these measurements. Through the detection and classification of these events, both voluntary and involuntary sounds made by the worker could be removed from the in-ear
noise dose calculation. In a real-world environment, this batterypowered portable device could detect in real-time these audio
events. To achieve this, the algorithm needs to be as efficient and
as small as possible to be able to run on a device having lowcomputational resources.
The primary goal of this paper is to further develop on [15] by
using new classification algorithms as well as a new signal processing algorithm. Another goal is to build an audio event detector
using the classifier that will be able to run in real-time on a device
with low computational power. The BoAW algorithm is tested with
different clustering and classification algorithms, namely GMM, KMeans, SVM and Random forest. As for the input vector, fusion
techniques at different levels are tested using MFCC, AAMF and
PCEN feature extraction techniques.
This paper is organized as follows. Section 2 presents background information, including previous work and the nature of
the nonverbal events that are to be classified. The description of
the classifiers and signal analysis techniques, as well as the fusion
techniques used are presented in Section 3. Section 4 includes the
methods in which the real-time detection system is implemented.
The results are presented in Section 5 followed by the discussion
and conclusions in Sections 6 and 7 respectively.

2. Background
The in-ear biosignal audio database (iBad) introduced in [4] was
used to train and test the classifier. The audio signals were captured using a binaural intra-aural device equipped with IEM and
outer-ear microphones (OEM) as shown in Fig. 1.
When properly placed, the intra-aural device creates an acoustical seal within the earcanal. This seal is important and useful, as it
attenuates external sounds while inducing the occlusion effect. The
occlusion effect amplifies nonverbal signals due to the amplification of the vibrations propagated through bone and tissue conduction, making it possible for the IEM to capture them. Therefore, it is
assumed that the bandwidth of the signals captured is limited to
2 kHz which is the bandwidth of bone and tissue conduction
[3,25]. For this reason, audio samples from the iBad database are
downsampled to 8 kHz from the original recording of 48 kHz. This
downsampling allows the feature extraction algorithms to perform
faster and lowers the dimensionality of the feature vectors by
removing unusable data. It is crucial that the classification computations be simplified given that the end goal is for the algorithm to
run in real-time on a low-power computer. It was shown in previous work that this downsampling does not negatively affect the
accuracy of the classifier [15].
For the purposes of this work, only the audio files containing the
nonverbal audio events are used. In total there were 24 files containing on average 4 min of audio content from each participant.
The participants were asked to perform approximately 10 s of each
of the following events: move their body and head, clear their
throat, talk, swallow their saliva, click their tongue, grind their
teeth, click their teeth softly and then loudly, close their eyes softly
and forcefully, blink their eyes softly and forcefully and yawn. Of
these events, 10 were chosen for this study as shown in Table 1.
Audio samples each containing a single iteration of an event
were extracted from the audio files post hoc. The length of the
audio sample was set to 400 ms to accommodate for the length
of some of these events such as talking, clearing the throat and
saliva-swallowing noise. The open-source software Audacity [26]
was used to perform manual segmentation. Each of the events
was segmented, tagged and extracted. The complete list of events
is presented in Table 1.
A recent paper on this subject compared multiple classifiers,
input vectors, and augmentation with noise and binaural data
[15]. For the classifiers, SVM, MLP, and GMM classifiers were
tested. For the features, MFCC and AAMF were tested using three
different feature vector aggregators. Factory noise was added to
the samples to make the classifier more robust to noisy signals. A
summary of the results is presented in Table 2 and Table 3. In addition, it was shown that using samples from signals captured in
both ears simultaneously served as a type of data augmentation
because it increased the sensitivity of the classifier. This is because

Fig. 1. The occluding intra-aural device featuring an IEM and an OEM, used to
collect the data for the database.
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Fig. 2 shows that the most confused events were clicking of the
teeth softly (cts) and clicking of the teeth loudly (ctl). Further investigation into this discrepancy revealed that the participants’ interpretation of these classes was too broad. The main difference
between the two classes was the intensity of the impulses. As seen
in Fig. 3, the RMS value of the signal generated by clicking of the
teeth varies greatly. When placing an upper threshold at an RMS
value of 0.945, 14% of cts are misclassified as ctl and 29.1% of ctl
are misclassified as cts. These values match those calculated from
the confusion matrix found in Fig. 2 by calculating on the samples
predicted as either ctl or cts, which are respectively 14.4%
(0:126=ð0:744 þ 0:126Þ) and 29.8%. Therefore, to resolve participant variability and inconsistency, clicking of the teeth softly
(cts) and clicking of the teeth loudly (ctl) are grouped into one
event simply dubbed clicking of the teeth (ct).
Certain nonverbal events used in the current work can be categorized by the nature and source of the captured signal. Some
audio events are short impulses produced with the mouth such
as clicking of the teeth and tongue, while other events come from
eye movements, and thus are of very low amplitude, such as blinking forcefully, closing the eyes and closing the eyes forcefully.
The various audio events shown in this paper have seldom been
investigated in the literature. The nature of the events being classified differ greatly from one another. This becomes clear when
looking at the spectrograms in Fig. 4. Four different wavelet spectrograms are presented for four randomly selected samples from
different events: Clearing of the throat (clt), Saliva noise (sn),
Coughing (c) and Clicking of the teeth (ct). The spectrogram of
the cough signal shows harmonics at the very end of the event
as some people tend to voice the end of their cough. The saliva
noise event contains low frequency signals with some sporadic
high frequency occurrences. Clearing of the throat contains more
high frequency content, and some harmonics can be detected as
often people voice this event as well. Clicking of the teeth is a clear
impulse containing a large range of frequencies at a precise
moment in time. This large variation in amplitude and spectral
content requires a feature extraction tool that can account for such
wide differences while properly representing each signal.
In the recent literature for audio detection and classification,
deep learning algorithms are often used, such as in [8,5,9] or [27]

Table 1
The total of 400 ms samples for each class.
Event

Number of samples

Clicking of teeth (ct)
Tongue clicking (cl)
Blinking forcefully (bf)
Closing the eyes (ce)
Closing the eyes forcefully (cef)
Grinding the teeth (gt)
Clearing the throat (clt)
Saliva noise (sn)
Coughing (c)
Talking (t)

560
364
207
286
329
170
163
213
219
526

Table 2
Sensitivity of each classifier using the different feature vector aggregators.
Feature Vector Aggregators
Classifier

Full

Contextual

Frame

GMM
MLP
SVM

0.692
0.592
0.633

0.755
0.498
0.579

0.739
0.340
0.409

Table 3
Sensitivity of the GMM classifier with MFCC and MFCC+AAMF contextual features
using Clean, Noisy and Clean & Noisy datasets for training and testing.
Test dataset
Features

Train Dataset

Clean

Noisy

MFCC
MFCC
MFCC+AAMF
MFCC+AAMF

Clean
Clean&Noisy
Clean
Clean & Noisy

0.754
0.731
0.755
0.735

0.243
0.705
0.329
0.728

even though they were recorded simultaneously, the signals captured from each ear differed slightly due to changes in earcanal
geometry and the way the intra-aural device was placed in the earcanal. The results showed that the GMM classifier with the contextual input vector and the combination of MFCC and AAMF
performed best, both in a noisy and clean environment. The confusion matrix of this classifier is shown in Fig. 2.

Fig. 2. Confusion matrix of the best result found in previous work on this database [15].
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3.1. Signal processing methods
Three signal processing methods are used and compared in this
paper: MFCC, AAMF and PCEN. MFCC is widely used in the literature in audio event classification while the other two are less
common.
PyHTK, a python script, is used to extract the MFCC features as
computed by HTK [28]. HTK is a well-known program that extracts
MFCC from audio files used mainly for speaker verification tasks
[29]. For the 400 ms sample, frames of 50 ms with 50% overlap
are calculated given that these parameters resulted in the best performance in [15]. Twelve coefficients plus their delta and acceleration followed by the Zero Crossing Rate (ZCR) of the frame are
concatenated to form the MFCC input vector.
AAMFs were introduced for speaker verification using whispered speech [30]. AAMFs analyze the modulation of the signal
on small windowed frames of the spectrogram. They give information on the modulation bands for each acoustical frequency for
each context of 200 ms as presented in [30]. Since they have a high
dimensionality of 216, Principal Component Analysis (PCA) is
applied to reduce the dimensionality to 40 as done in [30].
In the literature, PCEN has been used for far-field keyword spotting [17]. One of the main drawbacks of the log compression used
in MFCC is that it uses a substantial amount of dynamic range for
low amplitude signals. Low signal amplitudes that are close to zero
are not very useful for classification because they are usually the
least interesting part of the signal. Instead of using log compression, PCEN uses dynamic compression. This compression technique
stabilizes signal levels for each channel of the MelSpectrogram and
gives more headroom to high amplitude signals. This is interesting
for the signals used in this work because of the significant difference in amplitude between some classes like coughing and blinking forcefully as discussed in Section 2. To extract the PCEN, the
formula found in [17] is used:

Fig. 3. Comparison of RMS values of the samples from the cts and ctl classes.

where bird sounds are detected using PCEN features with a CNN
algorithm using context-adaptive neural network. However, due
to the computation limitation of the low-power computer used
in this paper, deep learning algorithms were not chosen. Instead,
another lighter algorithm, BoAW was chosen due to its presence
in the recent non-deep learning state of the art as seen in [12–14].
3. Methodology
In this section, the methodology used to create an audio event
classifier is shown. In Section 3.1, the various signal processing
methods used to extract the feature vectors are described. In Section 3.2 the BoAW algorithm is presented as well as the variations
that were tested.

Fig. 4. Wavelet spectrogram of four different audio events.
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Eðt; f Þ
PCENðt; f Þ ¼
þ
d
 dr
a
ð þ Mðt; f ÞÞ

3.3. Validation of the classifier

ð1Þ

Performance is calculated using a 10-fold cross validation. First,
all the classes are divided equally between the folds. Then, all the
participants are separated in such a way that the participants are
not found in two different folds so that the algorithm does not test
on a participant it was trained on.
For this classifier, sensitivity and precision are chosen as performance metrics with their standard deviation. The formula to calculate the sensitivity (SN) and precision (PREC) are as follows:

where Eðt; f Þ is the MelSpectrogram of the signal and Mðt; f Þ represents the first order IIR filter seen in [17] in the Laplace domain:

Mðt; f Þ ¼ ð1  sÞMðt  1; f Þ þ sEðt; f Þ

ð2Þ

The following parameters were chosen empirically and found to
give the best results for the classification problem at hand:
s ¼ 0:025; a ¼ 0:75; d ¼ 2 and r ¼ 0:05.

SN ¼
3.2. Machine learning methods

TP
;
TP þ FN

PREC ¼

This paper mainly uses the BoAW algorithm, also called Bag-ofFeatures or Bag-of-Frames. This technique is derived from the Bagof-Words technique that is mainly used in text-based applications
where first, a dictionary is built containing words that could appear
in the text. In audio-based applications, a clustering technique
must be used to create the ‘‘audio words”. Clustering is used on
frames of 50 ms with 25 ms overlap to find the ‘‘audio words” in
the 400 ms sample. The frame size and overlap percentage chosen
were found to provide the best results through experimental testing. After creating the dictionary, frames of the audio sample are
clustered into the ‘‘audio words” contained in the dictionary. A histogram is then built containing the frequency of occurrences of
each ‘‘audio word” in the sample. The histogram is then used as
input for a classification algorithm. Multiple algorithms were
tested for both the clustering and classifying task.
As found in Plinge et al. [13], using a super-dictionary can
improve the accuracy of the classifier. The super-dictionary is built
by creating a dictionary of size N for each of the C classes, and then
clustering each class separately instead of creating a general dictionary by disregarding the labels and using the clustering algorithm on the whole dataset.
Another modification made to the classic BoAW method is that
instead of fusing the different features at the input level, the fusion
occurs at the histogram level. For each feature used, one dictionary
is created and one histogram is extracted, and the histograms are
subsequently concatenated. For the N features used, N different
dictionaries are created. This modification makes it possible to
apply different lengths of frames and overlap to the different features versus concatenating the features into one vector, which
requires that all feature extraction techniques output the same
number of frames to concatenate the frames of each technique.
When the fusion is at the histogram level, the number of frames
can differ between each feature extraction technique. This also
helps by giving a smaller feature vector to the clustering algorithm
used to create the dictionary. The structure of this classification
technique can be seen in Fig. 5.
For the purposes of this work, the GMM clustering method with
a covariance matrix was chosen as it has already shown good performance in a previous work [15] and is comparable to the KMeans method using the Lloyd’s algorithm [31], which is a clustering algorithm that is often used for BoAW. These clustering methods are used to find the audio-words of the dictionary in an
unsupervised way.
For the classification task, the two algorithms compared were
the SVM and the Random Forest. The SVM is programmed using
the Scikit-Learn library on Python using the OneVSAll and SVC
modules [32]. Different SVM kernels were tested and the best
results were obtained with a polynomial kernel of second degree
with constant C ¼ 0:01. The Random Forest is programmed using
the Scikit-Learn library with 500 decision trees in total. These
hyper-parameters were chosen empirically using the following
validation technique.

TP
;
TP þ FP

ð3Þ
ð4Þ

where TP represents the true positive rate, FP the false positive rate
and FN the false negative rate. These metrics are chosen because
they do not contain the true negative rate (TN), which would not
be representative since the number of TN is, on average, ten times
greater than the number of TP.
4. Real time implementation of detection system
The proposed BoAW classification algorithm is implemented to
detect and classify the non-verbal events in a continuous audio
stream in real-time. The detection by classification technique is
used to detect the events of interest. This technique continuously
classifies the input audio stream to detect the occurrence of an
event. To do so, frames of audio data of 100 ms are recorded and
concatenated with the previous chunk to create a complete
400 ms sample. Each new frame of 100 ms is concatenated at the
end of the sample and the oldest 100 ms is removed to keep the
sample to a constant length of 400 ms, creating a first-in first-out
buffer. This sample is then classified and compared to the three
previous samples. If two samples or more out of the four are of
the same class, then they are considered part of this class and a
detection occurs. Otherwise, no audio event is detected. Due to
the low computational power of the device used, only the channel
with the better-fitted earpiece is used for classification since the
noise isolation is greater and the occlusion effect is more accentuated, increasing the SNR of the audio event.
The best performances found during the classification study as
discussed in Section 5 are used for real-time detection. Therefore,
the BoAW detector is used with the MFCC and PCEN features.
The two types of features are computed separately even if they
both calculate the same MelSpectrgoram to more easily change
individual parameters. The fusion of the two features is done at
the histogram level and the clustering and classification algorithm
used in the BoAW are the GMM and SVM. The GMM contains 15
Gaussians per class and the SVM has a constant of C ¼ 0:01.
4.1. Testing of the detection system
The detection algorithm is tested on audio captured from a
device similar to the one depicted in Fig. 1 worn by participants
in various noise environments. Ten participants were asked to produce the events of clicking of the teeth (ct), clicking of the tongue
(cl), blinking forcefully (bf), grinding of the teeth (gt) and clearing
the throat (clt) 5 times each and the events closing the eyes (ce),
closing the eyes forcefully (cef), saliva noise (sn) and talking (t)
for 5 s each. The recording took place in an audiometric booth
where the participants were asked to repeat the test 3 times under
three different noise conditions. In the first condition, the participants performed the events in a quiet environment. For the second
and third conditions, the participants were exposed to 70 dBA of
5
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Fig. 5. Diagram of the BoAW algorithm using fusion at the histogram level with MFCC and PCEN features.

factory noise and babble noise consecutively from the NOISEX-92
database [33]. The two noisy environments were chosen to assess
the performance of the detector in two of the potential use cases of
this technology. The first relates to industrial workers in a noisy
setting and the second to the consumer market, such as a cocktail
party setting. Before the recording took place, the fit of the in-ear
device was verified to ensure that the intra-aural device was
well-fitted and creating an acoustical seal attenuating the ambient
noise.
For the tests where the recording was made in a noisy environment, it is beneficial to denoise the IEM to reduce the degradation
by noise on the captured signals. An adaptive filtering technique
developed for intra-aural devices similar to that in Fig. 1 is used,
since it has shown good results when denoising IEM speech using
the relationship between the OEM and the IEM [34].
It is important to note that the IEM used for the test differed
from the one used to record the training data. The IEM used for
the test has a different frequency response containing a gain of
up to 24 dB at 3 kHz, which the IEM that was used for the training
did not have. This caused a decrease in the performance of the
detector. To improve its performance, a notch filter at 3 kHz is used
on the incoming audio to reduce the effect of the frequency boost
caused by the microphone.
The detection algorithm is applied to the audio tracks and the
results are manually compared to the events produced in the audio
and compiled into a confusion matrix. An unknown class (?) is also
created to represent the occurrences in which the detector does
not find two of the same class in the last 3 classifications.
The detection algorithm is made to run in real-time on a minicomputer that contains 2 GB of RAM and an Atom Z3735F CPU at
1.33 GHz. The microphones are interfaced with the device using
the CY8CKIT-059 DSP (Cypress Semiconductor Corp, San Jose, USA).

Table 4
Comparison of the type of features fusion for the BoAW technique with MFCC and
AAMF features.
Technique

Sensitivity

Precision

Fusion at Input Vector Level
Fusion at Histogram Level

80.2 ± 5.1
81.3 ± 5.2

81.3 ± 5.0
82.6 ± 4.8

PCEN. Fusion without the MFCC features are not tested given that
previous attempts already showed poor results. The algorithms
used for the clustering and classifying tasks of this test are the
GMM and SVM.
The best results are achieved using the MFCC & PCEN features
with a sensitivity of 81.5% followed by the MFCC & AAMF at
81.3%, the MFCC & AAMF & PCEN at 80.7% and the worst performance is achieved using only the MFCC features at 78.4% sensitivity. The precision follows the same trend as the sensitivity. Their
percentages are presented in Table 5.
In Table 6, the results of the comparison between the clustering
and classifying algorithm can be seen. Using the K-Means algorithm for the clustering method decreases the accuracy to 78%
when using the SVM classifier and 78.8% when using the Random
Forest classifier. This can be due to the fact that k-means gives
spherical clusters while we previously found in [15] that the
GMM with diagonal covariance matrices performed better than
spherical covariance matrices. When using the GMM clustering
algorithm, both the SVM and Random Forest classifiers achieve a
sensitivity of 81.5%.
In Figs. 6 and 7, the confusion matrices of the best results using
the SVM and Random Forest classifying algorithms are presented.
Both classifiers achieve an average sensitivity of 81.5% but the sensitivity of certain classes such as cef and sn varied significantly.

5. Results
5.1. Classification performance
The results of the comparison between the two fusion techniques is presented in Table 4. The fusion at the histogram level
has a sensitivity of 81.3% and a precision of 82.6% compared to
80.2% and 81.3% respectively for the fusion at the input vector
level.
The results of using different features when fusing at the histogram level can be seen in Table 5. For this test, four cases were
tested: MFCC, MFCC & AAMF, MFCC & PCEN and MFCC & AAMF &

Table 5
Comparison of the features used with the BoAW algorithm with the histogram level
fusion using the GMM & SVM algorithms.

6

Features used

Sensitivity

Precision

MFCC
MFCC AAMF
MFCC PCEN
MFCC AAMF PCEN

78.4
81.3
81.5
80.7

80.1
82.6
83.0
82.0

±
±
±
±

5.4
5.2
4.4
4.5

±
±
±
±

5.1
4.8
4.6
4.6
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55.6% for the factory and babble environments respectively. As for
precision, the average for each class was 78.7%, 72.9% and 64.2% for
silent, factory and babble noise respectively.
Fig. 8 shows the confusion matrix containing the results of the
performance of the detector combining every noisy environment.

Table 6
Comparison of the BOAW clustering and classification method with the MFCC and
PCEN features.
Clustering

Classification

Sensitivity

Precision

GMM
GMM
K-Means
K-Means

SVM
Random Forest
SVM
Random Forest

81.5
81.5
78.0
78.8

83.0
82.8
79.1
79.5

±
±
±
±

4.4
5.5
4.6
5.2

±
±
±
±

4.6
4.9
4.7
4.6

6. Discussion
6.1. Classification performance

5.2. Real-time detection

When comparing the results, it is clear that the fusion of different features is better when done at the histogram level than at the
input level. One of the reasons for the increase in sensitivity and
precision might be that the SVM algorithm is better at handling

In Table 7 the sensitivity (SN) and precision (PREC) can be seen
for every class in the different noise conditions. The average sensitivity over all the classes is 69.9% in quiet. It decreased to 63.5% and

Fig. 6. Confusion matrix of the best results with 81.5% performance across all the classes with the SVM classifying algorithm.

Fig. 7. Confusion matrix of the best results with 81.5% performance across all the classes with the Random Forest classifying algorithm.
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Table 7
Sensitivity and precision for each classes under silent, factory and babble environments.
Quiet

Factory

Babble

Events

SN

PREC

SN

PREC

SN

PREC

ct
cl
bf
ce
cef
gt
clt
sn
c
t

0.767
0.833
0.386
0.434
0.774
0.182
0.764
0.911
0.926
1

0.667
0.641
1
0.657
0.414
1
1
0.708
1
0.786

0.480
0.612
0.160
0.348
0.88
0.422
0.700
0.900
0.843
1

0.774
0.556
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Fig. 8. Confusion matrix of the real-time detection algorithm.

as the SVM, 81.5%, but a slightly higher precision. When comparing
their confusion matrices, the only classes with a difference in sensitivity of more than 1% are closing the eyes forcefully (cef), grinding the teeth (gt), saliva noise (sn) and coughing (c), cef being the
only class that has better sensitivity with the Random Forest
algorithm.
It is hard to compare the performance with the newest literature since the audio signal taken from IEM microphones is very different from what is being captured outside the ear. The signal is
limited in frequency to only 4 kHz since the vibrations are propagated through bone and tissue conduction.

higher dimensionality input than the GMM algorithm. By reducing
the dimensionality at the GMM level, by having separate clustering
algorithms for each feature, their outputs are concatenated into
one larger histogram. The SVM might lose a bit of sensitivity
because of the increase in dimensionality, but the increase in sensitivity due to the lower dimensionality at the GMM level is greater
and results in an overall greater performance.
When looking at the performance of the various features used,
an increase in both sensitivity and precision by adding a new feature to the MFCC can be noted. Due to the increase in sensitivity, it
can be said that the information contained in the PCEN and AAMF
features are complementary to the MFCC features when trying to
classify the nonverbal events of interest. However, when combining all the features, there is a decrease in sensitivity and precision
compared to the use of only two features. The information added
by the PCEN and AAMF features might be redundant and the
increase in performance due to the new information might not
be sufficient to counteract the loss of performance caused by the
increase in dimensionality.
When comparing the clustering algorithms, the GMM is superior to the K-Means regardless of the classification algorithm used.
The Random Forest algorithm performs better than the SVM when
used with the K-Means algorithm. When using the GMM clustering
technique, the Random Forest algorithm has the same sensitivity

6.2. Real-time detection
When in a quiet environment, the performance in terms of sensitivity of the detector compared to the classifier decreases from
81.5% to 69.9%. The difference in performance might be due to
the fact that detection with classification is a harder task than classification alone, as seen in [35]. Another problem might be that the
IEM in the detection tests used was different than the ones used to
build the training database and have slightly different frequency
responses despite the compensation filters used. For some classes
such as blinking forcefully (bf), closing the eyes (ce) and grinding
the teeth (gt), the sensitivity decreased significantly, a difference
8

Applied Acoustics xxx (xxxx) xxx

P. Chabot et al.

of more than 40%. These are the classes whose audio signals had
the lowest energy. Therefore, small disturbances due to background noise or due to the different frequency response of the
IEM had a greater impact on their detection.
The clicking of the teeth (ct) class was often classified as clicking
of the tongue (cl) since both are impulsive sounds, which is why
(cl) has a good sensitivity but poorer precision. The same thing
happened between the classes blinking forcefully (bf), closing the
eyes (ce) and closing the eyes forcefully (cef) with the first two
being confused with the latter, which gave cef a precision of around
40% in every noise condition.
The considerable decrease in performance between the factory
environment and the babble environment might be due to the frequency content of the babble sounds being closer to that of the
events than to the factory sounds. The denoising algorithm might
also have more difficulty with babble noise since it was built for
denoising speech and might not perform as well with speech-like
noise. The denoising algorithm itself might have affected the integrity of the audio signal, decreasing the performance of the detector.
It takes 96 ms for the mini computer used to extract the MFCC
and PCEN features and classify a 400 ms audio buffer using this
BoAW detection algorithm which makes it functional in real-time
since we are using a sliding window of 100 ms.
To improve the detector, a bigger database should be built containing audio from various IEMs so the detector does not overfit on
the frequency response of the microphone. Other features could
also be found to better represent the various nonverbal events present in the database. The performance in terms of speed of the
algorithm could be improved by programming the detector in a
more efficient language such as C but for this prototype, a Python
script was sufficient.
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7. Conclusions
Classification of the nonverbal events achieved a performance
of 81.5% in sensitivity and 83% in precision using the BoAW algorithm with GMM and SVM techniques. The MFCC and PCEN features were also concatenated at the histogram level, which
improved performance compared to fusion at the feature level.
The detector built using the classifier had an average sensitivity
and precision of 69.9% and 78.7% respectively, over all the classes
in a silent environment. In noisy environments it had a sensitivity
of 63.4% for factory noise and 55.5% for babble noise. Its precision
also decreased to 72.9% for factory noise and 64.2% for babble
noise. This nonverbal event detector could be implemented in a
hearable device to monitor the users’ health, remove wearerinduced disturbances from noise dose calculation and allow the
user to interact in a silent and subtle way with the wearable device
or a remote computer.
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